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Abstract

Federated Learning has been changing the world of edge-side distributed
machine learning, especially in protecting the users’ privacy. From Million-
aire Problem [2] [10] to differential privacy, the privacy of user data is gath-
ering huge attention from both industry and academia. In order to utilize
the computing power of edge devices and reduce the leakage of data when
transferring them, we transfer the anonymous data identifier and design
faster and safer algorithms to solve convex problems like SGD [4], an opti-
mizer that’s amazingly good at escaping saddle points and achieves faster
speed. The paper [8]proposing FEDAVG results highlights the interplay
between client heterogeneity and communication efficiency using convex
optimization tools. They also performed extensive experiments on these
methods and showed that an adaptive optimizer can significantly improve
the performance of federated learning. We will analyze the benchmark of
theirs and provide the migration on algorithms other than SGD.

1 Introduction

Nowadays, the researchers on Data Security are seeking a performance-security balanced way
in machine learning to tackle the growing concern of data privacy. The goal of Federated
Learning can be classified into result protection, higher precision, and medium process
protection, compared to homomorphic encryption, classical cryptology, differential private
machine learning in Confidential Machine Learning.
Generally speaking, Federated Optimization [5] draws a connection with distributed opti-
mization. The fundamental properties which are different from normally distributed opti-
mization problems lie in non-𝑖.𝑖.𝑑. and unbalanced data, heterogeneous computing devices
and limited communication.

1.1 Previous Work

The idea of FEDAVG is to utilize asynchronous SGD optimization algorithm and reduce
the synchronization frequency of worker side [1], which minimizes the communication
overhead. It applies to all objective functions min𝑤∈ℝ𝑑 𝑓(𝑤) of cumulative form with respect
to a finite number of sample errors, where

𝑓(𝑤) = 1
𝑛

𝑛
∑
𝑖=1

𝑓𝑖(𝑤)

= 1
𝑛

𝑛
∑
𝑖=1

𝑙 (𝑥𝑖, 𝑦𝑖; 𝑤𝑖) .



In the setting of Federated Learning, we suppose that there are 𝐾 client devices which attend
training, 𝑃𝑘 stands for the training volume inside the 𝑘𝑡ℎ device, and 𝑛𝑘 = |𝑃𝑘| stands for vol-
ume size. The objective function 𝑓(𝑤) = ∑𝐾

𝑘=1
𝑛𝑘
𝑛 𝐹𝑘(𝑤) where 𝐹𝑘(𝑤) = 1

𝑛𝑘
∑𝑖∈𝑃𝑘

𝑓𝑖(𝑤)
[5] can be illustrated as the cost function, which is the weighted average of local loss and
number of samples for each device. 𝐶 ∈ (0, 1] is a constant, which is used to tune the num-

Algorithm 1: FEDAVG The 𝐾 clients are indexed by 𝑘, 𝐵 is the local minibatch size,
𝐸 is the number of local epochs, and 𝜂 is the learning rate

1 server executes: begin
2 initialize 𝑤0;
3 for each round 𝑡 = 1, 2.... do
4 𝑚 ← 𝑚𝑎𝑥(𝐶 … 𝐾, 1)
5 𝑆𝑡 ←(random set of 𝑚 clients)
6 for each client 𝑘 ∈ 𝑆𝑡 in parallel do
7 𝑤𝑘

𝑡+1 ← ClientUpdate(𝑘, 𝑤𝑡)
8 end
9 𝑤𝑡+1 ← Σ𝑘

𝑘=1
𝑛𝑘
𝑛 𝑤𝑘

𝑡+1
10 end
11 end
12 ClientUpdate(𝑘, 𝑤)// Run on client k begin
13 𝐵 ←(split 𝑃𝑙 into batches of size 𝐵)
14 for each local epoch 𝑖 from 1 to 𝐸 do
15 for batch 𝑏 ∈ 𝐵 do
16 𝑤 ← 𝑤 − 𝜂∇𝑙(𝑤; 𝑏)
17 end
18 end
19 end

ber of attendant devices upon updating. The client-side should complete multiple rounds of
updates and push them to the server, which is controlled by two parameters: epoch(𝐸) and
batch size(𝐵). When 𝐵 → ∞, it means that the client applies all the local data to train.
Specially, when 𝐵 → ∞ and 𝐸 = 1, the algorithm regressed to GD(Gradient Descent).

1.2 The insight of ”Adaptive”

This paper raised the concept of Adaptive Federated Optimization, and
mainly focused on the optimization performance in state-of-the-art Fe-
dAVG/FedAdagrad/FedYogi/FedAdam and FedSGD. The Online Adaptive
Optimization in both convex and non-convex settings have been proved to work in [7]. The
main idea is to follow the proximally regulated leader that was elected by the sum of all
previous gradients for the reduction of times of optimizing across clients.
We note that for less communication and client memory usage per round, much work like
AdaAler [9] introducing staleness (adaptiveness in terms of communicating time) to the
updates of the adaptive learning rates has been proved to be faster when there are stragglers,
but it is noisier due to asynchrony. The server-side optimization is the subset of this paper’s
algorithms but still does not solve the extra communication to average client optimizer
states.

2 Main Algorithm

To solve the synchronization problem for every batch to update, the paper performs the
FedAVG’s updates for every client. Suppose that at around 𝑡, the server has model 𝑥𝑡 and
samples a set 𝒮 of clients. Let 𝑥𝑡

𝑖 denote the model of each client 𝑖 ∈ 𝒮 after local training,
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we rewrite FEDAVG’s update as

𝑥𝑡+1 = 1
|𝒮| ∑

𝑖∈𝒮
𝑥𝑡

𝑖 = 𝑥𝑡 − 1
|𝒮| ∑

𝑖∈𝒮
(𝑥𝑡 − 𝑥𝑡

𝑖) .

Let Δ𝑡
𝑖 ∶= 𝑥𝑡

𝑖 − 𝑥𝑡 and Δ𝑡 ∶= (1/|𝑆|) ∑𝑖∈𝒮 Δ𝑡
𝑖, then the server update in FEDAVG is

equivalent to applying SGD to the ”pseudo-gradient” −Δ𝑡 with learning rate 𝜂 = 1.
To solve the problem of runtime changing degree of adaptivity and let the pseudo-gradient
keep within the error rate across devices, the paper adopts batched data and example-based
weighting of clients. In the following algorithm, the parameter 𝜏 controls the algorithms’
degree of adaptivity, with smaller values of 𝜏 representing higher degrees of adaptivity. Note
that the server updates of our methods are invariant to fixed multiplicative changes to the
client learning rate 𝜂𝑙 for appropriately chosen 𝜏 , and we require 𝜂𝑙 to be sufficiently small
in our analysis for convergence need.

Algorithm 2: FedAdagrad, FedYogi and FedAdam
1 initialize 𝑥0, 𝑣−1 ≥ 𝜏2, decay parameters 𝛽1, 𝛽2 ∈ [0, 1)
2 for each round 𝑡 = 1, 2.... do
3 Sample subset 𝒮 of clients
4 𝑥𝑡

𝑖,0 = 𝑥𝑡
5 for each client 𝑖 ∈ 𝑆 in parallel do
6 for 𝑘 = 0, ...𝐾 − 1 do
7 Compute an unbiased estimate 𝑔𝑡

𝑖,𝑘 of ∇𝐹𝑖 (𝑥𝑡
𝑖,𝑘)

8 𝑥𝑡
𝑖,𝑘+1 = 𝑥𝑡

𝑖,𝑘 − 𝜂𝑙𝑔𝑡
𝑖,𝑘

9 end
10 Δ𝑡

𝑖 = 𝑥𝑡
𝑖,𝐾 − 𝑥𝑡

11 end
12 Δ𝑡 = 𝛽1Δ𝑡−1 + (1 − 𝛽1) ( 1

|𝒮| ∑𝑖∈𝒮 Δ𝑡
𝑖)

13 𝑣𝑡 = 𝑣𝑡−1 + Δ2
𝑡 ( FEDADAGRAD )

14 𝑣𝑡 = 𝑣𝑡−1 − (1 − 𝛽2) Δ2
𝑡 sign (𝑣𝑡−1 − Δ2

𝑡 ) ( FEDYOGI )
15 𝑣𝑡 = 𝛽2𝑣𝑡−1 + (1 − 𝛽2) Δ2

𝑡 ( FEDADAM )
16 𝑥𝑡+1 = 𝑥𝑡 + 𝜂 Δ𝑡√𝑣𝑡+𝜏
17 end

2.1 Simplified FedAVG[6]

Algorithm 3: Simplified FedAVG for practical use
1 initialize 𝑥0
2 for each round 𝑡 = 1, 2.... do
3 Sample subset 𝒮 of clients
4 𝑥𝑡

𝑖,0 = 𝑥𝑡
5 for each client 𝑖 ∈ 𝑆 in parallel do
6 𝑥𝑡

𝑖 =SGD𝐾(𝑥𝑡, 𝜂𝑙, 𝑓𝑖)
7 end
8 𝑥𝑡+1 = 1

|𝒮| ∑𝑖∈𝒮 𝑥𝑡
𝑖

9 end

By formally writing the SGD𝐾(𝑥𝑡, 𝜂𝑙, 𝑓𝑖) using gradient ∇𝑓𝑖(𝑥, 𝑧) for 𝑧 ∼ 𝒟𝑖 with (local)
learning rate 𝜂𝑙, starting from 𝑥𝑡, we can simplify the FedAVG as follows.
In this setup, we assume all the client distribution 𝒟𝑖 is the uniform distribution over size
𝑛𝑖. The 𝑛𝑖 may vary significantly between clients, requiring extra care when implementing
federated optimization methods. We assume the set 𝐷𝑖 is partitioned into a collection of
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batches ℬ𝑖, each of size 𝐵. For 𝑏 ∈ ℬ𝑖, we let 𝑓𝑖(𝑥; 𝑏) denote the average loss on this batch
at 𝑥 with corresponding gradient ∇𝑓𝑖(𝑥; 𝑏). Thus, if 𝑏 is sampled uniformly at random from
ℬ𝑖, ∇𝑓𝑖(𝑥; 𝑏) is an unbiased estimate of ∇𝐹𝑖(𝑥). The batched data using specific parameter
is also discussed in tab:parameters.

2.2 Compared with Scaffold[3] and LookAhead[11]
1. In cross-device settings, this is not a fair comparison. In particular, SCAFFOLD

does not work in settings where clients cannot maintain state across rounds, which
may be the case for federated learning systems on edge devices, such as cell phones.
Scaffold[3] proposes a Stochastic Controlled Averaging algorithm, or Scaffold for
short, which in general adds an extra parameter ”control variate” to correct the
previously mentioned ”client-drift”, so as to achieve the purpose of accelerating the
convergence speed. Specifically, the algorithm flow is as follows:

(a) Servers initialize a model 𝑥. Each parameter of 𝑥 corresponds to a control
variate, which is called 𝑐, and 𝑐 is initialized to full zero.

(b) The server sends 𝑥 and 𝑐 to the set 𝑆 of clients. We denote the mod on the 𝑖-th
client as 𝑦𝑖. Unlike FedAvg, each client also has its own 𝑐 (so-called stateless).
Then we start training on the client as normal, but in each round of updating
𝑦𝑖 we first calculate the gradient represented by 𝑔𝑖. Then the new 𝑦𝑖 is not
just multiplied by the learning rate but multiplied by the learning rate minus
𝑐𝑖 − 𝑐. Here (𝑐𝑖 − 𝑐) represents the deviation of the gradient of the 𝑖-th client
from the server, and subtracting this deviation from the gradient is equivalent
to correcting the gradient.

(c) Finally, send Δ𝑦𝑖 = 𝑦𝑖 − 𝑥 and Δ𝑐𝑖 = 𝑐𝑖 − 𝑐 back to the server, which takes an
average (Δ𝑥, Δ𝑐) = 1

|𝑆| ∑𝑖∈𝑆 (Δ𝑦𝑖, Δ𝑐𝑖) of them and updates 𝑥 and 𝑐 on the
server side accordingly, where 𝑐 = 𝑐 + |𝑆|

𝜆 Δ𝑐.
(d) Repeat steps (a) through (c) until the algorithm converges.

2. Robustness for the in-house optimization algorithm, k and 𝛼: The re-
searchers’ experiments on the CIFAR dataset show that LookAhead can con-
sistently achieve faster convergence across different initial hyperparameter set-
tings. We can see that LookAhead can be trained on the base opti-
mizer using a higher learning rate without significant tuning of 𝑘 and 𝛼.

3 Convergence Analysis of Adaptive Optimizers

Here we take FedAdagrad as an example. Under some mild assumptions, the iterates of
Algorithm 2 for FedAdagrad satisfy

min
0≤𝑡≤𝑇 −1

𝔼||∇𝑓(𝑥𝑡)||2 = 𝒪 (𝑓(𝑥0) − 𝑓(𝑥∗)√
𝑚𝐾𝑇

+ 2𝜎2
𝑙 𝐿

𝐺2√
𝑚𝐾𝑇

+ 𝜎2

𝐺𝐾𝑇 + 𝜎2𝐿√𝑚
𝐺2√

𝐾𝑇 3/2 )

for sufficiently large 𝑇 .
Comparison of convergence rates: When 𝑇 is sufficiently large compared to 𝐾,
𝒪 ( 1√

𝑚𝐾𝑇 ) is the dominant term. Thus the convergence rate of Algorithm 2 is 𝒪 ( 1√
𝑚𝐾𝑇 ),

which matches the best known rate for the general non-convex setting.
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4 The underlying problem

We discover some problems in the paper, which could provoke some thoughts for further
study.

1. The federal optimization framework presented in this paper is independent of the
optimizers used by ClientOpt and ServerOpt and allows them to insert techniques
such as momentum and adaptive learning rate into the joint optimization process.
Interestingly, however, they show results that always use the traditional SGD as
ClientOpt and the adaptive optimizer ADAM, YOGI as ServerOpt.

2. The proof forgot to include the second term 𝜂2
𝑙 𝐾2 ∣ ∇𝑓(𝑥𝑡)

𝜏 ∣
2

of Eq.(11) in Lemma
4. We guess the conclusions in theorem 1 and 2 may not hold. Detailed analysis is
attached in the Appendix.

5 Our experiment

We first summary all the experiments conducted in the paper 1 and then propose our
experiments to verify if the performance claimed in the paper is justifiable.

Experiment Summary
Figure Name Figure Description Purpose
Figure1 Accuracy w.r.t training rounds 1. Both Optimizers converge.

2. Adaptive methods reaches high accuracy.
Figure2 Accuracy w.r.t client learning rate and server learning rate 1. Wide range of benign learning rates for training.

2. Hyper-paramer tuning is easy.
Figure3 Accuracy w.r.t varing adaptivity with best learning rates 1. Moderately large adaptivity parameter yields better performance.

2. Validate prior works on federated learning.
Figure4 Best client learning rate and Server learning rate configuration pair 1. While the client learning rate increases, the server learning rate should be dropped.

2. Tuning client learning rate is of more importance for adaptive methods.

Table 1: Summary of Experiments in the original paper.

Other than the experiment carried out in the paper, we jumped into what if 𝜂𝑡 is relatively
bigger, changed the dataset to test TensorFlow federated realization’s robustness, and added
more client devices to test whether it can reduce the communication cost in practice. Besides,
we run GAN and other useful applications using their federated client-side optimization
model to test whether their work can resist the real-life testbench. Our hardware settings
are listed in 2. The TensorFlow federated package will automatically diverge the client to
control GPU and transfer data in their simulation of time, just like the real world. The
TensorFlow privacy and other lite version make it easier to migrate the result to the real-life
testbench.

Table 2: Our Setup of hardware.

Node Computing node
Processor AMD Epyc 7742
CPU spec 256 cores 2.25 GHz
Memory 1024 GiB
Storage 768 GiB SSD

GPU Card single V100

5.1 Result of robustness

In this part, we aim to answer the following three questions:

1. Do adaptive optimizers generalize well on other benchmarks?
2. Are there any other factors that may affect the performance of the algorithm?
3. What is the difference among the three optimizers?

To answer the first question, we run adaptive optimizers with recommended hyper-
parameters on MNIST dataset, which comprises of hand-written digits from 0 to 9, and the
task is classification. 1 shows the validation accuracy and training of AdaGrad optimizer
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through training time. It is obvious that the optimizer converges and could generalize on
this dataset.

Figure 1: Training Loss of Test set Accuracy for Adagrad Optimizer with different size of
Devices

For the second question, we first explore how the number of devices affects the convergence
of algorithms in practice. In real-world scenarios, tens of thousands of clients are working
together, and if the model’s performance is proportional to the number of devices, tech com-
panies would be motivated more to deploy federated learning models. We run experiments
on EMNIST dataset with adagrad optimizer on 10, 50, 100 devices respectively with
recommended parameters. The results showed in 1 indicate that increasing the number of
devices does not help convergence with scales in the experiment. This result is somehow
counter-intuitive, but there might be two reasons for this:

• The dataset itself is relatively small and with high SNR (signal-to-noise ratio).
Training on larger datasets like ImageNet would be sufficient to verify this conjec-
ture.

• The adaptive optimizers help converge faster. Thus for a fair comparison, other
vanilla optimizers should be included in the experiment.

However, due to limited computational capability, we did not run experiments for them and
leave them for future work.
The answer to the third question brought us to an interesting finding. As pointed out in
the paper, the same parameter does not work for all optimizers. However, adam seems not
working at all while yogi’s validation accuracy increases in the end. This scenario is the
so-called ”over-parameterization”, which can not be explained by classic learning theory. It
shows that yogi is more suited for over-parameterized networks than its counterparts.

5.2 Result of Real life Testbench

In the source code, we found google research has provided a generative adversarial network
using federated networks. They provide a flexible API to get into this paper’s algorithm.
We tested the convergent rate for both enabling them and disabling them.
@tf . f unc t i on
def server_computation (

s e rve r_s ta t e : ServerState ,
gen_inputs_ds : t f . data . Dataset ,
c l i ent_output : ClientOutput ,
generator : t f . keras . Model ,
d i s c r i m i n a t o r : t f . ke ras . Model ,
server_disc_update_optimizer : t f . ke ras . op t im i z e r s . Optimizer ,
tra in_generator_fn ,
new_aggregation_state =()) −> Serve rSta te :
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We change the algorithm into Adaptive ones:

# for S in sube t o f c l i e n t s e l e c t i o n
for k , v in c l i ent_output . counter s . i tems ( ) :

s e rve r_s ta t e . counter s [ k ] += v
se rve r_s ta t e . aggregat ion_state = new_aggregation_state
gen_examples_this_round = t f . constant (0 )
for gen_inputs in gen_inputs_ds : # serve r t r a i n on th r ee a l gor i thm

gen_examples_this_round += tra in_generator_fn ( )

Generated Adversarial Network uses the trained model plus some mutation variables that
will output a similar image using the same neural network that the original network can not
recognize.

Experiments emnist
Client Number 25

Hyperparameter Choice 𝜂𝑡 = 0.01
Training Convergence Time wi AFO 4102.32s

Communication Time wi AFO 514.46s
Training Convergence Time wo AFO 4205.51s
Communication Time Time wo AFO 475.17s

The result shows that the AFO reduces some of the communication time but does not
significantly impact overall federated learning methods.

5.3 Reflection: What is the assumption, and does it hold?

In the last section, we explore the experiments’ implementation details and discuss the
authors’ assumptions. The following assumption is made in the paper:

Instead, each client distribution 𝒟𝑖 is the uniform distribution over some
finite set 𝐷. of size 𝑛𝑖. The 𝑛𝑖 may vary significantly between clients,
requiring extra care when implementing.

This means that the dataset on each client is partitioned in a uniform manner, which means
local data is IID and uncorrelated, i.e., devices are heterogeneous. FEDAVG only consider
the optimization part while ignoring this problem. Potential solutions might be

• augmenting clients’ data with some globally shared dataset.
• crafting the objective function to balance client contribution.
• customized objectives which instead turns the non-I.I.D problem from a bug to a

feature.

6 Conclusion and Future Work

Through the discussion above, we propose some interesting directions for researchers. From
a practitioner’s view, the most urgent question concerns the learning patterns of federated
learning models: a learning paradigm that supports online parameter tuning is crucial in
the face of device heterogeneous.
Other directions may contain assessing adaptive optimizers’ adaptivity in the context of
differential privacy and fairness, such as differential privacy.
We feel the work is a good piece of practice in utilizing adaptiveness in asynchronization and
learning regularization. The adaptiveness lies in calculating 𝑆, and asynchronize updates on
the result from every client. The graph 5.2 shows the result before and after the modification.
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Appendix
In the Proof of Results section of the paper, Lemma 4 states that the following upper bound
holds for Algorithm 2 (FedAdaGrad):

𝔼
𝑇 −1
∑
𝑡=0

𝑑
∑
𝑗=1

Δ2
𝑡,𝑗

∑𝑡
𝑙=0 Δ2

𝑙,𝑗 + 𝜏2
≤ min { 𝑑 +

𝑑
∑
𝑗=1

log (1 + 𝜂2
𝑙 𝐾2𝐺2𝑇

𝜏2 ) +

4𝜂2
𝑙 𝐾𝑇

𝑚𝜏2

𝑑
∑
𝑗=1

𝜎2
𝑙,𝑗 + 20𝜂4

𝑙 𝐾3𝐿2𝑇 𝔼
𝑑

∑
𝑗=1

(𝜎2
𝑙,𝑗 + 6𝐾𝜎2

𝑔,𝑗)
𝜏2 + 40𝜂4

𝑙 𝐾2𝐿2

𝜏2

𝑇 −1
∑
𝑡=0

𝔼 [||∇𝑓(𝑥𝑡)||2] }

However, we argue that there are two mistakes in the above formula:

1. The plus sign in the end of the first line should be replaced with a comma because the two
terms in the min{⋅} operator are obtained from two ways of bounding. In other words,
the result should be the minimum of the two terms.

2. In equation (11), the paper gives the following upper bound:

𝔼
𝑇 −1
∑
𝑡=0

𝑑
∑
𝑗=1

Δ2
𝑡,𝑗

∑𝑡
𝑙=0 Δ2

𝑙,𝑗 + 𝜏2
≤ ⋯ ≤ 2𝔼

𝑇 −1
∑
𝑡=0

[∣∣Δ𝑡 + 𝜂𝑙𝐾∇𝑓(𝑥𝑡)
𝜏 ∣∣

2
+ 𝜂2

𝑙 𝐾2 ∣∣∇𝑓(𝑥𝑡)
𝜏 ∣∣

2
]

, while in the later deduction the paper gives the upper bound for the first term:

2𝔼
𝑇 −1
∑
𝑡=0

∣∣Δ𝑡 + 𝜂𝑙𝐾∇𝑓(𝑥𝑡)
𝜏 ∣∣

2

≤ ⋯

≤ 4𝜂2
𝑙 𝐾𝑇

𝑚𝜏2

𝑑
∑
𝑗=1

𝜎2
𝑙,𝑗 + 20𝜂4

𝑙 𝐾3𝐿2𝑇 𝔼
𝑑

∑
𝑗=1

(𝜎2
𝑙,𝑗 + 6𝐾𝜎2

𝑔,𝑗)
𝜏2 + 40𝜂4

𝑙 𝐾2𝐿2

𝜏2

𝑇 −1
∑
𝑡=0

𝔼 [||∇𝑓(𝑥𝑡)||2]

8
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which is exactly the second term in the min{⋅} operator of Lemma 4. The authors seem
to forget include the second term 𝜂2

𝑙 𝐾2 ∣∣ ∇𝑓(𝑥𝑡)
𝜏 ∣∣2 of equation (11) in Lemma 4.

Consequently, the results depending on Lemma 4, including Theorem 1, Theorem 2 and
Lemma 5, may not hold. Although Assumption 3 bounded the gradients, there could be
some accumulative errors since this difference is accounted for each iteration of updating.

9
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